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1 Introduction

Objective
To get you started with R to the point where you can some work productively

and where you can decide if it is worth learning more.

Session 1 Basic introduction to R syntax and commands for basic descriptive
and inferential statistics.

Session 2 More elaborate data manipulation and some programming. Graph-
ics, bootstrapping.

Session 3 Specialized sorts of calculations of interest to you.
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Why Learn R when You Already Know Another Statistics Package?

• It’s a professional-level system that does the standard stuff and that’s free
and works well with bootstrapping and simulation, which can be particu-
larly useful in education.

We’ll show you how to do the standard stuff and bootstrapping/simulation.

• It’s literate. You can document what you do relatively easily.

We’ll show you how to read and write R to perform and document com-
plicated data processing and analysis. (Session II)

• R makes it relatively easy to build new functionality and distribute that
functionality. As a result, a large number of specialized procedures/techniques
are available. This is steadily growing.

We’ll show you how to bring in new packages and give you enough of a
start so that you can figure out how (and whether) to use the packages
you find.

What Does it Mean to “Learn R”?
R is a rich system. Hardly anyone can master the whole thing.
Our goals for you ...

• Learn the basic syntax of the language for giving commands, and the
specific commands that will let you handle a large fraction of typical data
processing and analysis.

• Learn enough about programming and “work flow” that you can

– debug, refine, revise, and document your own processes.

– be able usefully to read documentation from other people.

– start to think about processes in the “R way,” so that they are easy
to implement in R. (Example: recoding categorical variables)

• Find out about some specialized capabilities that might be useful for your
own work.

R is Based on a Language

• Like other statistics packages, the R package will do things.

• Because it is based on a language (S, but often called R), you can also say
things: You describe the things that you want to do.

• This allows you to describe things that are:

– Potentially complicated.

– Customized to your own purposes.
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• Like other languages, there are accents and idioms.

– We’ve tried to choose idioms that are simple to learn yet powerful.

– We will start with the simple, everyday phrases, and just a little
bit of grammar, enough to get you started with important everyday
operations.

– Reading the documentation is often hard — it’s like trying to learn
English by studying the Oxford English Dictionary. But once you’ve
learned a little of the language, it becomes easier to understand what
the dictionary is for.

A Language or A Package?

• What makes the R Package powerful is that it is based on the Language.

– This lets you benefit from the work of others: a community who can
share ideas, methods, techniques, and procedures through language.

– But ... interacting with the package requires knowing some language
constructs.

• What makes the R Language accessible is that beginners can do powerful
things with the Package.

– You don’t need to know “code” constructs (e.g., indexing, looping,
conditionals, ...) in order to use the package.

– But ... the package will be more powerful when you know more of
the language.

SPSS as a Front End for R?
Version 16 of SPSS let you call R from SPSS. Example:

comment SPSS Syntax file .
comment Preamble SPSS .
GET FILE='C:\Data\SPSSDATA\R_SPSS\lung_cancer.sav'.
DATASET NAME DataSet1 WINDOW=FRONT.
freq surtim/histogram.
comment Invoke R - wrap code.
BEGIN PROGRAM R.
library(survival) # load libraries
library(graphics)
cancer<-spssdata.GetDataFromSPSS() # fetch SPSS data
print(colnames(cancer)) # check variables
subset<-cancer[1:10,1:8] # subset data
print(subset)
print(mean(surtim)) # send to spv
print(var(surtim)) # send to spv
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#print(hist(age))
#print(nlm)
END PROGRAM.
comment - more SPSS commands and/or R blocks

The Challenge for the Instructors
To teach you enough about the Language that you can use the Package in a

productive way at a professional level.

• We can’t teach you computer programming in these few hours.

• Instead, we’ll teach (in Session II) a few aspects of programming that are
most important for using the package in a professional way:

– Use of source files to record and document your work so that you can
validate and revise it.

– Construction of simple operators so that you can benefit from “ab-
straction.”

Both of these relate to a central problem in scientific computing:

How do I know if I am doing what I think I am doing?

If you think that EXCEL etc. has solved this problem, that’s because it gives
so little ability to do so that you can’t find out when you are doing the wrong
thing.

How to Learn to Use R
Don’t start from scratch.

• Start with an example that is close to what you want to do.

• Modify the example, step-by-step, to bring it closer to what you want.

– Substitute your own data for the example’s data.

– Pre-process your variables as needed.

– Modify the parameters, model structure, etc.

Our job is to give you

• Examples that are close to what you want to do.

• An ability to read the examples so that you can figure out what they do
and how to change them.

Eventually, you will internalize the general principles that underlie the exam-
ples.
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2 Example Data Files

Data Sets for Examples & Exercises

1. Measurements of kids’ feet (kidsfeet.csv) — measurements on kids feet.

2. Wage data (Wages.sav) — a small data set for examples.

3. Osteoporosis [from Andy Zieffler]

4. General Social Survey data from 1996 with 45 variables.

5. Basic Skills Tests (BST) were reading, mathematics, and writing tests that
students who entered grade 8 in 2004-05 or earlier had to pass to receive
a diploma from a public high school. Students first took the reading and
mathematics tests in grade 8 and the writing test in grade 10. Each row
represents a school district. All statistics are based on all students who
took the BST tests on Feb. 3, 2005. Data file: 2005BSTpublic.csv

Flaws in the Examples
These data sets aren’t always organized the way we think best. That’s often

true of data we have to analyze. Figuring out how to organize them better is
part of Session II.

• In introductory classes, we try to avoid bumps in the road unless they are
essential to the statistical concept.

• Many of the examples here have pot-holes, e.g., awkward names for vari-
ables, codes that are tricky to work with, missing data, a flawed overall
organization.

• This is (sometimes) intentional, because the data sets you work with will
have such flaws.

• The kids’ foot measurements is the simple, well-paved example. That’s
why we’ve included it.

Kids’ Feet Data
These data were collected by a statistician, Mary C. Meyer, in a fourth grade

classroom in Ann Arbor, MI, in October 1997. They are a convenience sample
— the kids who were in the fourth grade.

Quoted from the source: “From a very young age, shoes for boys tend to be
wider than shoes for girls. Is this because boys have wider feet, or because it
is assumed that girls, even in elementary school, are willing to sacrifice comfort
for fashion? To assess the former, a statistician measures kids’ feet.”

• name — the child’s first name.

• birthmonth — the month of birth
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• birthyear — the year of birth

• length — Length of longer foot (cm)

• width — Width of longer foot (cm), measured at widest part of foot

• sex — boy or girl

• biggerfoot — Which foot was longer (right or left)

• domhand — Right- or left-handedness

Mary C. Meyer (2006) “Wider Shoes for Wider Feet?” Journal of Statis-
tics Education 14(1), www.amstat.org/publications/jse/v14n1/datasets.
meyer.html

Wage Data
Data on 93 skilled, entry-level clerical workers hired by the Harris Trust and

Savings Bank from 1969 to 1977. The data were made public and are described
further in, Roberts, H. V., (1979). Harris Trust and Savings Bank: An analysis
of employee compensation. Report 7946, Center for Mathematical Studies in
Business and Economics, University of Chicago Graduate School of Business.

The data set includes the following variables,

• salary: Starting salary for the employee, in dollars

• sex: Sex of the employee (MALE or FEMALE)

• senior: Senority of the employee, months since employee was hired

• age: Age of the employee at the time of hire, in months

• educ: Amount of education of the employee at the time of hire, in months

• exper: Amount of prior experience, in months

Unfortunately, the coding for sex includes blank characters.

Basic Skills Test

• Basic Skills Tests (BST) were reading, mathematics, and writing tests that
students who entered grade 8 in 2004-05 or earlier had to pass to receive
a diploma from a public high school.

• Students first took the reading and mathematics tests in grade 8 and
the writing test in grade 10. Each row represents a school district. All
statistics are based on all students who took the BST tests on Feb. 3,
2005. Data file: 2005BSTpublic.csv

• We will reserve this dataset for your in-class project.
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General Social Survey Data: GSS.csv
The General Social Survey samples the demographics and options of Ameri-

cans. It has been taken every year since 1972. We will be working with a subset of the
1996 survey which is used in Prof. Eric Larson’s class, Sociology 194, Crimal Behavior.
The data file, GSSdata.csv, contains information about 1500 people included in the
GSS. There are 45 variables among which are:

AGE

RACE

SEX

RELIG groups.

RELITEN Intensity of reli-
gious views.

INCOME

DEGREE

VOTE92 Voted in the 1992
presidential election?
ATTEND How often the re-
spondant attends religious
services.
POLVIEWS Political views.
MARITAL Marital status.
FAMTYPE The type of family
unit in which the respon-

dant lives.

NEWS How often the respon-
dant reads the newspaper.

GUNLAW Favors gun control?

FEAR Fearful of crime?

SRCBELT What sort of area
— urban, suburban, etc.
— the respondant lives in.

Many variables include a label, DK, which indicates that the respondant
didn’t know the answer.

Depression, Anxiety, & Osteoporosis Data
The data come from a longitudinal study conducted by the UMass Medical

School (Merriam et al., 1999). Subjects were volunteers recruited from the mem-
bership of the Fallon Heathcare System, a large HMO in central Massachusetts.
For some of the variables, subjects provided data during each season of the year.
The number at the end of the variable name indicates the season:

• 1=winter;

• 2=spring;

• 3=summer; and

• 4=fall.

Note that there are many missing data points in the data file. Data were col-
lected through a combination of quarterly questionnaires and three phone in-
terviews each quarter for each subject.

Depresion, Anxiety, & Osteoporosis (cont)
The variables in the data file are as follows:

• ID Identification number

• MSTATUS Marital Status (1=single; 2=married; 3=living with partner;
4=separated; 5=divorced; 6=widowed)

• SCHOOLYR School completed (1=no high school; 2=some high school; 3=high
school diploma; 4=vocational/trade school; 5=some college; 6=associate
degree; 7=bachelor’s degree; 8=graduate school)
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• EMPLOYED Employment Status (1=yes, employed full time; 2=yes, em-
ployed part time; 3=no)

• OCCUPAT Type of employment

• AGE Age of subject when entering the study

Depresion, Anxiety, & Osteoporosis (cont)

• AGEGRP Age category (1=less than 40 years of age; 2=40-49 years; 3=50-59
years; 4=60 years old or older)

• SEX 0=male, 1=female

• SAYHLTH Self-rating of health (1=Excellent; 2=Very good; 3=Good; 4=Fair;
5=Poor)

• WGTCOMP Self-rating of weight (1=Very overweight; 2=somewhat over-
weight; 3=About average; 4=Below average/lean)

• BECK_A1-4 Scores on the Beck anxiety scale

• BECK_D1-4 Scores on the Beck depression scale. Larger scores indicate
more depression. A score of 10 is the cutoff for dysphoria; 16 is the cutoff
for depression.

• BMI1-4 Body-mass index (a measure of body density — weight in kilo-
grams divided by the square of height in meters)

Osteo (cont.)
This next set of 16 variables try to get at seasonal variation in the emotions
hostility, anger, irritability, and anxiety, respectively. For each of these emotions,
subjects are asked to indicate on a 9-point scale,“Compared to how you generally
feel, how do you feel this time of year?” (1=much less, 5=about average, and
9=much more)

• HOST1-4 Hostility

• ANGER1-4 Anger

• IRRIT1-4 Irritability

• ANXIETY1-4 Anxiety

• TC1-4 Total cholesterol level

The next 8 variables have to do with direct exposure to daylight (data obtained
using three telephone interviews per quarter — in which subjects were asked
about their activities during the previous day). There is recent evidence that
many older women hospitalized with acute hip fractures are low in vitamin D a
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substance that helps the body absorb calcium and is readily synthesized through
exposure to sunlight, so direct daylight exposure as a function of age and sex is
of interest.

• DIRWDC1-4 Direct exposure to daylight during weekdays (in hours per day)

• DIRWEC1-4 Direct exposure to daylight during weekend days (in hours per
day)

The next four measures represent averages over the four seasons for subjects
who had data on the measure in each season.

Osteo (cont)

• BECK_A The mean Beck anxiety score averaging over the four seasons (for
subjects who had Beck anxiety data in all four seasons)

• BECK_D The mean Beck depression score

• BMI The mean body-mass index

• TC The mean total cholesterol score

• HEIGHT Height in cm

• WEIGHT Weight in kg (measured during winter)

Merriam, P. A., Ockene, I. S., Hebert, J. R., Rosal, M. C., & Matthews, C.
E. (1999). Seasonal variation of blood cholesterol levels: Study methodology.
Journal of Biological Rhythms 14(4), 330-340.

3 Basics of R

Starting R
Two different audiences for learning R:

1. Introductory students whose main objective is to learn statistical concepts.

2. Professionals (including advanced students) who are performing statistical
analysis or teaching.

The approach should be different for the two audiences.
The audience for this session is PROFESSIONALS.
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Teaching Introductory Students
If you are interested in teaching introductory students with R, as we do at

Macalester, the approach is somewhat different from what we do here.

• The main idea is to start very simply, using the simplest commands. Grad-
ually add more capability as students master the basic syntax.

• Data sets and operators are packaged to avoid difficulties and technicali-
ties. Examples: avoid missing data, code variables sensibly.

• Graphics use the default settings.

• Data sets and convenience functions are contained in a “workspace”, ISM.
Rdata, that is used to open R.

• We use the command-line interface. We give students enough practice
with this that they become proficient.

Philosophy of Teaching Computation
Menu-based graphical user interfaces (GUIs) have some advantages:

• Menus jog the memory.

• Avoid syntax/spelling mistakes.

Language interfaces require an introduction, but better at ...

• connecting computations and accumulating results

• repeating computations, e.g. bootstrapping

• documenting processes

• modifying computation, e.g., change parameters or model structure

An R Crib Sheet
R Commands for Introduction to Statistical Modeling

DANIEL KAPLAN OCTOBER 16, 2008

This sheet is intended to help you remember R com-
mands and some of the ways they are used. It’s as-
sumed that you already understand the statistics and
purpose of the commands.
> marks the command you type.
+ marks the second line, if any, of the command.

Installing R
Download and execute the “binary” file appropri-

ate for your operating system: Windows, Mac OS X,
others.

Starting R
Datasets and convenience functions for the Intro-

duction to Statistical Modeling course are contained in
the “workspace” file ISM.Rdata. Double-click on that
file to start a new session of R.

Functions defined in ISM.Rdata are: resample,
shuffle, r.squared, do.

Reading in Spreadsheet/Tabular Data
A data table (called a “data frame” in R) is orga-

nized into cases and variables.
• Data from the ISM course
Relevant operators: ISMdata. This takes a file name

(in quotes) and returns a data frame

> kids = ISMdata("kidsfeet.csv")
> runners = ISMdata("ten-mile-race.csv")

• Your own data
Store your data in a spreadsheet in CSV format.

There should be a header row. After that, each row is
one case, each column is one variable.

Relevant operators: read.csv
> mydata = read.csv("fish.csv")

Looking at Things
When you are using R, all of the active information

forms what’s called a “workspace” Each item is called
an “object.” Don’t be shy about looking at objects in
the workspace; it’s not rude and they won’t bite. You
direct R to display an object by giving the object’s name
as a command, e.g.,

> kids

The summary command gives a brief description of an
object. head shows the first parts of the object.

Simple Descriptive Statistics
For describing data one variable at a time.
Relevant operators: mean, sd, median, IQR,

summary, quantile, table, prop.table.
There are two basic styles when selecting a variable

from a data frame: using with or using the $ reference
syntax:

> with( kids, mean(width))
[1] 8.992308
> mean( kids$width )
[1] 8.992308

Either way is fine. I encourage the $ method.
• Quantitative Variables

> sd( kids$width )
[1] 0.5095843
> median( kids$width )
[1] 9
> IQR( kids$width )
[1] 0.7
> quantile( kids$width, 0.60 )
60%

9.08
> summary( kids$width )
Min 1st Qu. Median Mean 3rd Qu. Max
7.90 8.65 9.00 8.99 9.35 9.80

• Categorical Variables
Count the number of cases at each level:

> table( kids$sex )
B G

20 19
Convert the count to a proportion.
> prop.table(table( kids$sex ))

B G
0.5128205 0.4871795

Linear Modeling
Constructing linear models.
Relevant operators: lm, r.squared, summary, anova
Fit a model. All of these three styles are equivalent,

but I recommend the first one:
> mod = lm( width ~ length + sex, data=kids)
or
> mod = with(kids, lm( width ~ length + sex))
or even
> mod = lm(kids$width~kids$length+kids$sex)

Display the coefficients:
> mod
Coefficients:
(Intercept) length sexG

3.641 0.221 -0.233
• R-squared

> r.squared(mod)
[1] 0.45954

• Regression table including standard errors:
> summary(mod)
Coefficients:

Estimate Std. Error t value Pr(>|t|)
(Intercept) 3.6412 1.2506 2.91 0.0061
length 0.2210 0.0497 4.45 8e-05
sexG -0.2325 0.1293 -1.80 0.0806

• ANOVA table
> anova(mod)
Analysis of Variance Table

Response: width
Df Sum Sq Mean Sq F value Pr(>F)

(Intercept) 1 3154 3154 21287.88 < 2e-16
length 1 4 4 27.38 7.4e-06
sex 1 0.48 0.48 3.23 0.08
Residuals 36 5 0.15
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Menu systems give reminders about how to do things. You can do much of
this with a simple crib sheet.

Invoking Computations

• Three basic components of a computation:

– Operator: e.g., sqrt, rep, seq, ...

– Arguments: The inputs to the operator

– Returned Value: The output from the operator applied to the argu-
ments.

• The argument or arguments are always enclosed in parentheses ().

> sqrt(9)
[1] 3

• When there are multiple arguments, they are separated by commas.

> rep(5,8)
[1] 5 5 5 5 5 5 5 5

• A special collection operator, c is used to create small collections.

> c(0.025, 0.975)
[1] 0.025 0.975

This may look like it does nothing, but it’s “packaging up” the arguments
into a “vector.”

• The order of arguments makes a difference.

> rep(8,5)
[1] 8 8 8 8 8

• Some operators accept optional “named arguments” that specify some as-
pect of the computation:

> seq(1,10)
[1] 1 2 3 4 5 6 7 8 9 10
> seq(1,10,by=3)
[1] 1 4 7 10
> seq(1,10,length=7)
[1] 1.0 2.5 4.0 5.5 7.0 8.5 10.0

• The order of named arguments doesn’t matter but the order of the other
arguments does.
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> seq(10,1,length=7)
[1] 10.0 8.5 7.0 5.5 4.0 2.5 1.0

• Sometimes a command doesn’t make sense and R will produce an error
statement. There is no value returned.

> seq(10,1,by=3)
Error in seq.default(10, 1, by = 3) : wrong sign in 'by' argument

(The problem is that you can’t get from 10 toward 1 with increments of
3.)

Reading the error statement can help you figure out what’s going wrong,
but often it takes some thought.

• Sometimes a command is odd in some way (judged by the people who
wrote the software). A value is returned, but there is also a warning
message.

> sqrt(-3)
[1] NaN
Warning message:
In sqrt(-3) : NaNs produced

NaN is a special numerical value. It means “Not a number.”

Note for the mathematically inclined:
√−3 involves complex numbers. R

will do complex arithmetic if you ask it to:

> sqrt(-3+0i)
[1] 0+1.732051i

• The notation for arithmetic is different. It mimics the standard algebraic
notation.

> 3 + 2 > 4 * 5
[1] 5 [1] 20
> 10^3 > 1/0
[1] 1000 [1] Inf

Note the special value Inf returned for the computation 1/0. There are
three such special values: Inf, -Inf, and NaN.

Connecting Computations
The return value from one computation can be taken as the input to another.

There are two basic styles for doing this

Chaining Use a statement in the place of an input.
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> seq(1, 5, by = 2)

[1] 1 3 5

> sqrt(seq(1, 5, by = 2))

[1] 1.000000 1.732051 2.236068

Using Assigned Values You can store a value by assigning it a name. This
is done with a special notation that looks like algebra but is not.

> fred = seq(1, 5, by = 2)

> sqrt(fred)

[1] 1.000000 1.732051 2.236068

Assigning Names to Values

• The syntax is this: name = value

• You can make up any name you like. Use just letters and numbers and .,
but no leading numbers. Examples:

fred April april my.data todaysData samps1 samps2

• When you reuse a name, the previous value is lost irretrievably.

> fred = 3

> sqrt(fred)

[1] 1.732051

> fred = 25

> sqrt(fred)

[1] 5

• To see the value associated with a name, use the name as if it were a
command:

> fred

[1] 25
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Another “Accent” for Assignment
Many people use a different notation for assignment:

> fred <- 25

It’s exactly the same thing as fred=25.
Arguments for both ways:

Andy Z. It avoids the confusion with comparison for equality (code==) and
you can “assign right”: 25->fred

Danny K. It’s harder for me to parse visually (>fred< becomes dominant
visually) and it doesn’t actually avoid the common mistake made with ==.

Either way is perfectly fine.

Exercise: Names of Objects
Some names are not legal as names for objects. Try assignment to each of

the following and say whether they are legal or not:

• April

• April15th

• April.15

• 15.April

• April/15

• April15 (with a space)

• April-15

• April(15)

Finally, make some statements to discover if April and april refer to the same
object or to different objects.

Collections
R can work with collections of various sorts.

• Many operators deal with collections by applying the operation to each
element of the collection.

> x = seq(0,1,length=10)
> x + 5
[1] 5.000 5.111 5.222 5.333 5.444 5.556 5.667 5.778 5.889 6.000
> sqrt(x)
[1] 0.0000000 0.3333333 0.4714045 0.5773503 0.6666667
[6] 0.7453560 0.8164966 0.8819171 0.9428090 1.0000000
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> x^2
[1] 0.00000 0.01235 0.04938 0.11111 0.19753 0.30864 0.44444
[8] 0.60494 0.79012 1.00000
> log(x)
[1] -Inf -2.1972 -1.5041 -1.0986 -0.8109 -0.5878 -0.4055
[8] -0.2513 -0.1178 0.0000

• Some operators combine the elements in some way.

> mean(x)
[1] 0.5
> sum(x)
[1] 5
> sd(x)
[1] 0.3364
> median(x)
[1] 0.5
> max(x)
[1] 1
> min(x)
[1] 0

A Simple Plot
There are many different types of plots in R. Just to get started, here’s a

mathematically oriented one:

> x = seq(0,100, length=1000)
> xyplot(sqrt(x) ~ x)

Plots often have lots of optional arguments

> xyplot(sqrt(x) ~ x,type="l")
> xyplot(sqrt(x) ~ x,type="l",col="blue",lwd=5)

Exercises: Chaining Computations

• Generate a sequence from 100 to 200 in steps of 3.

• What is the mean of these values?

• What is the mean of the squares of these values?

• What is the square root of the mean of the squares of these values?
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Literal Names/Character Strings
Sometimes names don’t refer to a value but to an actual name.

• Put such literal names in quotation marks. This tells R not to look for a
value.

> "fred"

[1] "fred"

> fred

[1] 25

• Use double quotes — the single character " not the constructed pair ’’.

• Categorical data is often stored as character strings or a closely related
form, the “factor.”

Yes/No Values
A special data type, printed TRUE and FALSE is used to represent quantities,

often those resulting from comparisons:

> pi < 3
[1] FALSE
> pi >= 3
[1] TRUE
> 3 == 4
[1] FALSE
> "fred" == "fred"
[1] TRUE
> "fred" == "Fred"
[1] FALSE

There are no quotes around TRUE and FALSE when they are used as values.

A Quiz on Basic Syntax

• Which of these is right?

a=ISMdata("sat.csv") a=ISMdata(sat.csv)

2ndphase=3 phase2=3

a$sex=M a$sex=="M"
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4 Tabular Data

Tabular Data
The basic organization of data that we will work with today is tables, where

each row is one case and each column is one variable.
Example: From the Osteoporosis data.

employed occupat age agegrp sex
3 NA 63 4 1
3 NA 64 4 1
2 secretary 60 4 1
3 NA 65 4 1
1 bookkeeper 61 4 1

In this data set, each row is one person, each column is an attribute of that
person.

Storing Data

• Tabular data is often stored in spreadsheet files.

• When using R, you store the data in a file, and analyze it by “reading it
in” to R.

• You do not analyze the data “in place,” as you would with EXCEL. This
way, you never need to alter your “original” data for the purposes of anal-
ysis.

• CSV is a standard package-independent format. Another popular format,
for people using SPSS is SAV.

• R reads many different formats.

• The EXCEL (XLS) format goes far beyond a tabular organization and so
there is no simple way to read a general XLS file.

• You should save XLS tabular data as CSV or some other tabular format.

Within R: Data Frames
Tabular data in R are stored as “Data Frames”:

• Rectangular arrays of data:

– columns are variables

– rows are cases.

• Can store both quantitative and categorical data.

• Important operations:
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– Read in data from a spreadsheet-like file.

– Access one variable.

– Summarize the variables

Reading Data from a File to a Data Frame

• There are different file reading operators for different types of files, and
parameters that can be set.

• In practice, you read only a small number of data types, e.g., CSV, SAV,
so it’s not too hard to remember what to do.

• Files can be located on your computer, or the web. You have to know how
to describe the location of a file.

Specifying the Name of a File

• File names are character strings. As such, they should be enclosed in
quotes, e.g., "Wages.sav"

• The file name must include the filetype suffix. On many systems, file names
are case-dependent. So, "Wages.sav" and NOT "Wages" or "wages.sav"
or "WAGES.SAV".

• The “path name” tells where the file is located. On my computer, the
"Wages.sav" file is located at "/Users/kaplan/kaplanfiles/Projects/
R-UMN/Data/Wages.sav"

Figuring out the Path Name of a File
If you have never heard the term “path name,” it’s because the graphical

user interface has been designed to give the look and feel of “picking” a file.
Let’s start by doing that in R, with the file.choose() command:

> file.choose()

Navigate to the osteoporosis.csv file and press enter.

[1] "/Users/kaplan/kaplanfiles/Projects/R-UMN/Data/Osteoporosis.csv"
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Setting the “Working Directory”
In Session 2, we’ll talk about how to set the starting place for looking for

files. For now, we’ll just use file.choose().

Reading a CSV File into R
Let’s read the osteoporosis.csv file into R. We will call the data frame

osteo.

• For CSV files, the reading operator is called read.csv.

• It takes as an argument the name (and path) of the file to be read.

• Here’s how:

> osteo = read.csv( file.choose() )

• It looks like nothing has happened! No spreadsheet opened up!
That’s right. R has read in the data from the CSV file and is waiting for
your next command. Try this one:

> names(osteo)
[1] "id" "mstatus" "schoolyr" "employed" "occupat"
[6] "age" "agegrp" "sex" "wgtcomp" "sayhlth"
and so on.

Reading a SAV file into R
Let’s read in the wage data, which is a small file stored in SPSS SAV format.

• The SAV file-reading operator is called read.spss. It works in much
the same way as read.csv. However, it happens to be in a “package” of
software that is not automatically available when you start R.

• We’ll talk about “packages” in Session 2. For now, you just need the
command to load the package:

> require(foreign)
Loading required package: foreign

Due to incompatibilities between the coding systems on Macs and PCs, I
have to do this.

> Sys.setlocale (locale="C")

• Now you can read in the data with the read.spss operator:

> wages = read.spss( file.choose() )

• Again! It looks like nothing has happened. But it has. There is now an
object called wages.

> names(wages)
[1] "salary" "sex" "senior" "age" "educ" "exper"
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Summarizing and Extracting a Variable
Once your data have been read in to R, you work with the data frame you

created rather than the original spreadsheet.

• Quick summaries: names, summary, nrow, head, tail. As an argument to
these operators, use the name of the data frame. For example, try:

> summary(wages)

• Access one column using $

> wages$sex

• Think of the data frame name as the ”family name,”and the variable name
as the given name. Like Kaplan$Danny or delMas$Bob.

Exercise: Kids’ Feet

• Read in the data frame, naming it kids. (File is kidsfeet.csv)

• What are the names of the variables?

• How many cases?

• What is the mean height?

Categorical Variables
Operations relevant to categorical variables:

• List the levels

> levels(kids$sex)

[1] "B" "G"

• Count by levels

> table(kids$sex)

B G
20 19

• A simple cross-tabulation

> table(kids$sex, kids$domhand)

L R
B 5 15
G 3 16
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Activity: Read in the Basic Skills Test data
File: 2005BSTPublic.xls

1. These were provided in EXCEL format, so open the spreadsheet in EXCEL
and ”save as” to CSV format.

2. Read in the CSV file to R.

3. How many variables are there? names

4. How many cases are there? summary or nrow

Key Ideas in Reading Data

• Store data as tabular spreadsheet files, e.g., CSV

• “Read”(really“copy”) the data into R using the appropriate operator, e.g.,
read.csv

• Analyze the copy of the data rather than the original data.

• Inside R, tabular data are stored as “data frames”. You access the data
by using R operators.

5 Descriptive Statistics

Basic Descriptive Statistics: Categorical Data
Read in the GSS data GSSdata.csv

> gss = read.csv( file.choose())
> names(gss)
[1] "ABANY" "ABHLTH" "ABNOMORE" "AGE"
[5] "ATTEND" "BUSING" "CAPPUN" "CLASS" ...

Two basic operators:

• levels tells what the levels are.

> levels(gss$RELIG)

[1] "CATHOLIC" "JEWISH" "NONE" "OTHER"
[5] "PROTESTANT"

• table counts how many cases at each level.

> table(gss$RELIG)

CATHOLIC JEWISH NONE OTHER PROTESTANT
378 39 173 70 838
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Operations on Tables of Counts

• Turning into proportions:

> tab = table(gss$INCOME)

> prop.table(tab)

DK HIGHER LOWER MIDDLE REFUSED
0.048 0.273 0.318 0.295 0.066

• Putting them in sorted order:

> sort(tab)

DK REFUSED HIGHER MIDDLE LOWER
71 98 403 435 470

Exercises: Categorical Data

• What are the different types of families in the GSS data? (Hint: FAMTYPE)

• How many single parent families are there?

Graphics on Categorical Data

> barchart(table(gss$INCOME))

Freq

DK

HIGHER

LOWER
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REFUSED

0 100 200 300 400

Graphics on Categorical Data

> barchart(table(gss$INCOME), horizontal = FALSE)
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Cross Tabulations: Counts

> tab = table(gss$AGE, gss$INCOME)

> tab

DK HIGHER LOWER MIDDLE REFUSED
18-33 25 78 160 133 18
34-49 11 205 112 182 23
50 and older 35 120 198 120 57

Cross Tabulations: Proportions

> tab = table(gss$AGE, gss$INCOME)

> prop.table(tab)

DK HIGHER LOWER MIDDLE REFUSED
18-33 0.0169 0.0528 0.1083 0.0900 0.0122
34-49 0.0074 0.1388 0.0758 0.1232 0.0156
50 and older 0.0237 0.0812 0.1341 0.0812 0.0386

Cross Tabulations: Conditional Probabilities

> tab = table(gss$AGE, gss$INCOME)

> prop.table(tab, 1)

DK HIGHER LOWER MIDDLE REFUSED
18-33 0.060 0.188 0.386 0.321 0.043
34-49 0.021 0.385 0.210 0.341 0.043
50 and older 0.066 0.226 0.374 0.226 0.108

> prop.table(tab, 2)
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DK HIGHER LOWER MIDDLE REFUSED
18-33 0.35 0.19 0.34 0.31 0.18
34-49 0.15 0.51 0.24 0.42 0.23
50 and older 0.49 0.30 0.42 0.28 0.58

Second argument says which variable to condition over.

A Mosaic Plot

> mosaicplot(AGE ~ INCOME, data = gss, las = 2,

main = "")
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Exercise: Cross Tabs
Look at a mosaic plot of family type (FAMTYPE) and attitude toward the

birth-control pill (PILLOK).

> mosaicplot(FAMTYPE ~ PILLOK, data = gss, las = 2,

col = rainbow(5))
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• What’s horribly wrong with the plot?

• Can you see any pattern even so?

Ordinal Variables
The PILLOK variable has a natural ordering. However, this has not been

conveyed by the file.

• Create a new variable with the levels in a sensible order:

> foo = factor(gss$PILLOK, levels = c("STRONGLY DISAGREE",

"DISAGREE", "DK", "AGREE", "STRONGLY AGREE"),

ordered = TRUE)

> gss$pill = foo

This is too complicated a statement to type at the command line. Better
to put it in a file of commands: Session II.

• Make the mosaic plot with the new, properly ordered variable.

> mosaicplot(FAMTYPE ~ pill, data = gss, las = 2,

col = rainbow(5))
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Behind Categorical Data
Categorical data is typically stored as a “factor.” This can contain other

information beyond the levels themselves, such as the order of the levels.
Operations:

• Re-ordering the levels:

> foo = factor(gss$INCOME, levels = c("LOWER", "MIDDLE",

"HIGHER", "REFUSED", "DK"), ordered = TRUE)

> table(foo)

foo
LOWER MIDDLE HIGHER REFUSED DK
470 435 403 98 71

• Setting a reference level (for regression)

> goo = relevel(gss$INCOME, "LOWER")

> table(goo)

goo
LOWER DK HIGHER MIDDLE REFUSED
470 71 403 435 98

• Dropping unused levels

> hoo = gss$INCOME[, drop = TRUE]

Basic Descriptive Statistics: Quantitative Data

> mean(kids$length)

[1] 25
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> median(kids$length)

[1] 24

> sd(kids$length)

[1] 1.3

> IQR(kids$length)

[1] 1.6

> min(kids$length)

[1] 22

> quantile(kids$length, c(0.1, 0.9))

10% 90%
23 26

More Elaborate Descriptive Statistics

> library(psych)

> describe(kids$length)

var n mean sd median trimmed mad min max range skew
1 1 39 25 1.3 24 25 1.3 22 28 5.9 0.04
kurtosis se

1 -0.38 0.21

Bivariate Descriptive Statistics: Correlation

> cor(kids$length, kids$width)

[1] 0.64

With many operations, there are additional options available, e.g.

> cor(kids$length, kids$width, method = "pearson")

[1] 0.64

> cor(kids$length, kids$width, method = "spearman")

[1] 0.62

> cor(kids$length, kids$width, method = "kendall")

[1] 0.46
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Descriptive Statistics Graphics: Histogram

> print(histogram(~length, data = kids))
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There are many options to histogram. See particularly nint= and type=

Descriptive Statistics Graphics: Histogram
Side-by-side histograms:

> print(histogram(~length | sex, data = kids))
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Descriptive Statistics Graphics: Density

> print(densityplot(~length, data = kids))
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Descriptive Statistics Graphics: Density

> print(densityplot(~length | sex, data = kids))
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Descriptive Statistics Graphics: Density

> print(densityplot(~length, data = kids, groups = sex,

auto.key = TRUE, lwd = 2))
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Descriptive Statistics Graphics: Scatter Plot

> print(xyplot(width ~ length, data = kids, pch = 20))
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Descriptive Statistics Graphics: Scatter Plot

> print(xyplot(width ~ length | sex, data = kids,

pch = 20))
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Descriptive Statistics Graphics: Scatter Plot

> print(xyplot(width ~ length, data = kids, groups = sex,

auto.key = TRUE))
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Descriptive Statistics Graphics: Conditional Box Plot

> print(bwplot(width ~ sex, data = kids))
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Data Frames as Contexts

• The plotting operators allow you to specify just the variable name, and to
specify the data frame from which that variable is drawn with the data=
argument.

• This does not work with most operators ...

> mean( length, data=kids )
[1] NA
Warning messages: ....

• The variable-name-only style can be used with any operator through the
use of with:

> with(kids, mean(length))

[1] 25

But we’ll mostly use mean(kids$length)
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6 Operating on Collections

Vectors and Collections

• A vector is a collection of items that are all of the same type, e.g.,

• You can make a small collection using the c() operator:

> mine = c(5, 7, 14, 12)

> fruits = c("apple", "cherry", "grape")

> mixed = c(5, "apple", 7, "watermelon")

Data Frames contain Vectors

• Numbers

• Character strings

• Factor levels

You can operate on the whole vector, but remember to give the name of the
variable, not just the data frame.

> mean(wages$SALARY)

[1] 5420

> mean(wages$SALARY + 10000)

[1] 15420

> mean(log10(wages$SALARY))

[1] 3.730

But not

> mean( wages )

Warning message:
In mean.default(wages) : argument is not numeric or logical: returning NA

Vector operations in with and using data
You can just do the operation on the variable name. Example:

> with(wages, mean(SALARY))

[1] 5420

Or, as we’ll see later

> lm( log10(SALARY) ~ sex, data=wages)
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7 Sessions, Workspaces, ...

Saving/Recalling Your Work
The biggest problem starters have is that they think about their R session

as if it were a document being edited. It is not.

It is a sequence of commands. There are three different aspects of the se-
quence that you might want to save.

• The COMMANDS themselves. This allows you to reproduce your work,
perhaps modifying it. Covered in Session II.

• The TEXT output from the commands as displayed on the screen. You
can save this text to remind you what you did, and can copy and paste it
into reports, as appropriate.

• The OBJECTS that your commands created. This is not the same thing
as the text output. The collection of your objects resulting from a session
is called the workspace.

Saving/Recalling the Workspace

• You can save a workspace at any time. This is stored as a file with ex-
tension .Rdata. Use the save function or the GUI menu items (e.g.,
Workspace/Save Workspace on a Mac or File/Save Workspace
on a PC.

• You can re-load a previously saved workspace.

• Saving the workspace does NOT save the COMMANDS that generated it.

• For professional work, you are usually concerned with the COMMANDS.
You will want to organize your work to keep track of the commands. (See
Session II).

I find the workspace save/load capability useful mainly for distributing pack-
ages of data to students or others who do not need to see how the data were
constructed (e.g., recoded, merged, etc.) but who do need to be able to process
the data. Example: ISMdata.Rdata.

Saving Graphics

• You can save a graphic in any of a number of formats. The best format
depends on what WORD PROCESSOR you use for writing reports.

– PDF works well with LATEX.

– Microsoft/Windows .... Windows Metafiles? [ask people what works]

– PDF or PNG or JPG for posting on web sites.
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• R does not include a graphics editor/annotator.

• In Session II we’ll talk about creating scripts to produce your graphics, so
that you can modify them as needed.

8 Extracting Subgroups

Selection of Subgroups
Outline:

• Booleans

• subset

• indexing (for Session II)

Booleans
Boolean refers to a Yes/No dichotomy — after Georges Boole (1815-1864)

who developed an algebra of logic.

• In R, the symbols of a boolean are TRUE and FALSE.

• You can generate booleans in several ways:

– Comparison operators >, ≥, ==, %in% and so on.
– Operators to check identity, e.g., is.na
– Logical operators that combine booleans: and, or, not, xor

Examples of Boolean Statements
Note use of == — double equal sign.

• Just the girls

> kids$sex == "G"

[1] FALSE FALSE FALSE FALSE FALSE FALSE FALSE TRUE TRUE
[10] FALSE FALSE FALSE FALSE FALSE TRUE TRUE TRUE TRUE
[19] TRUE TRUE FALSE FALSE TRUE TRUE TRUE FALSE TRUE
[28] FALSE FALSE FALSE TRUE TRUE TRUE FALSE FALSE TRUE
[37] TRUE TRUE TRUE

• Just the kids with foot length below 25 cm.

> kids$length < 25

[1] TRUE FALSE TRUE FALSE FALSE FALSE FALSE TRUE TRUE
[10] TRUE FALSE TRUE FALSE FALSE FALSE TRUE TRUE TRUE
[19] FALSE FALSE TRUE TRUE TRUE TRUE TRUE FALSE FALSE
[28] FALSE TRUE TRUE TRUE TRUE TRUE TRUE TRUE TRUE
[37] FALSE TRUE TRUE
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• Left handed girls.

> kids$sex == "G" & kids$domfoot == "L"

logical(0)

• Left footed or male.

> kids$domhand == "L" | kids$sex == "B"

[1] TRUE TRUE TRUE TRUE TRUE TRUE TRUE FALSE FALSE
[10] TRUE TRUE TRUE TRUE TRUE FALSE FALSE TRUE FALSE
[19] TRUE FALSE TRUE TRUE TRUE FALSE FALSE TRUE FALSE
[28] TRUE TRUE TRUE FALSE FALSE FALSE TRUE TRUE FALSE
[37] FALSE FALSE FALSE

Extracting a Subset
Two basic methods

• subset operator: arguments: data, boolean

• Indexing. We’ll save this for Session II.

Examples:

• Just the girls:

> girls = subset(kids, sex == "G")

> head(girls)

name birthmonth birthyear length width sex
8 Caitlin 6 88 23.0 8.8 G
9 Eleanor 5 88 23.6 9.3 G
15 Julie 11 87 26.0 9.3 G
16 Kate 4 88 23.7 7.9 G
17 Caroline 12 87 24.0 8.7 G
18 Maggie 3 88 24.7 8.8 G

biggerfoot domhand
8 L R
9 R R
15 L R
16 R R
17 R L
18 R R

• Mean footlength of the left-footed kids.

> foo = subset(kids, biggerfoot == "L")

> mean(foo$length)
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[1] 25.10

There is a more compact style, too.

> with(subset(kids, biggerfoot == "L"), mean(length))

[1] 25.10

Exercises

• Mean footwidth of the girls

• Correlation between footwidth and footlength for the girls

• How many kids are left handed and have a footlength between 25 and 27
cm?

• Mean footwidth of the kids born in March. (Watch out! What kind of
variable is birthmonth?)

Membership in any of several groups
The %in% comparison operator checks if there is a match to any of several

possibilities.

Which kids were born in a month with an R in it?

> kids$birthmonth %in% c(1, 2, 3, 4, 9, 10, 11,

12)

[1] FALSE TRUE TRUE TRUE TRUE TRUE TRUE FALSE FALSE
[10] TRUE TRUE TRUE FALSE TRUE TRUE TRUE TRUE TRUE
[19] FALSE TRUE FALSE FALSE TRUE TRUE TRUE FALSE TRUE
[28] TRUE TRUE FALSE FALSE FALSE TRUE TRUE TRUE TRUE
[37] TRUE TRUE TRUE

Potholes

• What is the variable name? Spelling, capitalization count. Use names(dataframe)

• For categorical variables, what are the codes? Use levels(variable).

• What kind of variable is it? Use class(variable)

• EXAMPLE: Which is right for picking out the March birthmonths?

kids$birthmonth=="3"
kids$birthmonth==3
kids$birthmonth=="March"
kids$birthmonth=="Mar"

• EXAMPLE: What’s the mean salary of females in the wages data?
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For Session II: The grouping operator

9 Modeling Notation

The Modeling Notation
A special notation for identifying variables and terms.

• Basic structure:

Response Variable ∼ Explanatory Variables or Terms

• + separates the explanatory terms.

• : signifies a pure interaction.

• * signifies main effects and interactions.

This notation is used in various model-fitting operators as well as the graph-
ics operators.

Some operators extend the notation, or interpret it in specialized ways. Ex-
ample: Structural equation modeling operators.

Examples with Graphics
General rule: Y ∼ X

• Scatter plot

> print(xyplot(width ~ length, data = kids))
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• Conditional box-and-whiskers plot

> print(bwplot(width ~ sex, data = kids))
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10 Regression

Regression Operators

• Operators for fitting linear and generalized linear models.

• Use the modeling notation to set the model terms.

• Automatically create “dummy variables” out of categorical variables.

We’ll focus on fitting, the coefficients, the fitted and residual values, and the
standard reports: regression and ANOVA.

Examples

> mod1 = lm(width ~ sex, data = kids)

> coef(mod1)

(Intercept) sexG
9.1900 -0.4058

> mod2 = lm(width ~ length, data = kids)

> coef(mod2)
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(Intercept) length
2.8623 0.2479

> mod3 = lm(width ~ length + sex, data = kids)

> coef(mod3)

(Intercept) length sexG
3.6412 0.2210 -0.2325

> mod4 = lm(width ~ length * sex, data = kids)

> coef(mod4)

(Intercept) length sexG length:sexG
3.85208 0.21262 -0.62388 0.01582

Plotting Fitted Values: mod1

> print(xyplot(fitted(mod1) + width ~ length, data = kids,

pch = 20, ylab = "Foot Width"))
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Plotting Fitted Values: mod2

> print(xyplot(fitted(mod2) + width ~ length, data = kids,

pch = 20, ylab = "Foot Width"))
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Plotting Fitted Values: mod3

> print(xyplot(fitted(mod3) + width ~ length, data = kids,

pch = 20, ylab = "Foot Width"))
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Plotting Fitted Values: mod4

> print(xyplot(fitted(mod4) + width ~ length, data = kids,

pch = 20, ylab = "Foot Width"))
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Slightly different
slopes for the fitted lines.

Regression Reports

> summary(mod1)

Call:
lm(formula = width ~ sex, data = kids)

Residuals:
Min 1Q Median 3Q Max

-0.8842 -0.2900 0.0158 0.4600 0.7158

Coefficients:
Estimate Std. Error t value Pr(>|t|)

(Intercept) 9.190 0.106 86.97 <2e-16 ***
sexG -0.406 0.151 -2.68 0.011 *
---
Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1

Residual standard error: 0.473 on 37 degrees of freedom
Multiple R-squared: 0.163, Adjusted R-squared: 0.14
F-statistic: 7.18 on 1 and 37 DF, p-value: 0.0109
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> summary(mod4)

Call:
lm(formula = width ~ length * sex, data = kids)

Residuals:
Min 1Q Median 3Q Max

-0.7423 -0.2758 0.0404 0.2384 0.6805

Coefficients:
Estimate Std. Error t value Pr(>|t|)

(Intercept) 3.8521 1.8491 2.08 0.0446 *
length 0.2126 0.0736 2.89 0.0066 **
sexG -0.6239 2.5010 -0.25 0.8045
length:sexG 0.0158 0.1010 0.16 0.8764
---
Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1

Residual standard error: 0.39 on 35 degrees of freedom
Multiple R-squared: 0.46, Adjusted R-squared: 0.414
F-statistic: 9.94 on 3 and 35 DF, p-value: 7.01e-05

ANOVA

• Many people think of ANOVA as a test for the difference of multiple group
means. Actually, it’s a way of describing how much each additional term
contributes to a model.

• So, it’s really a description of a model, not a description of data.

> anova(mod1)

Analysis of Variance Table

Response: width
Df Sum Sq Mean Sq F value Pr(>F)

(Intercept) 1 3154 3154 14120.73 <2e-16 ***
sex 1 2 2 7.18 0.011 *
Residuals 37 8 0.22
---
Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1

> anova(mod4)

Analysis of Variance Table

Response: width
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Df Sum Sq Mean Sq F value Pr(>F)
(Intercept) 1 3154 3154 20711.07 < 2e-16 ***
length 1 4 4 26.64 9.9e-06 ***
sex 1 0.4790 0.4790 3.15 0.085 .
length:sex 1 0.0037 0.0037 0.02 0.876
Residuals 35 5 0.1523
---
Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1

Regression Diagnostics (example)
Are the residuals normally distributed?

> print(qqmath(residuals(mod1)))
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Generalized Linear Models
Very much analogous to linear models.
Example: Logistic regression.

> mod5 = glm(sex == "G" ~ width + length + domhand,

data = kids, family = "binomial")
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11 Group Project
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